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code is written, PR is opened, 
reviewed, merged

someone opens an issue in 
the repo

someone picks up that issue
engages with the content

discussion/clarification 
happens

average open source workflow in the past



code is written (by an LLM), 
PR is opened, extensive 
review is required

someone opens an issue in 
the repo

someone picks up that issue

copy-pastes the description 
into an LLM

average open source workflow now



the comprehension tax



the asymmetric-effort problem



the asymmetric-effort problem

Generation is O(1) for the contributor



the asymmetric-effort problem

Generation is O(1) for the contributor

Comprehension is O(n) for the maintainer





phoronix.com/news/NetworkManager-AI-Coding-Policy





phoronix.com/news/NetworkManager-AI-Canary





mikemcquaid.com/open-source-must-be-fun-or-it-will-die/







strong automation + CI

PR review

self documenting loop

someone writes a spec

discussion happens on the 
spec

LLM reviews focusing on 
consistency in the spec and 
vs. prior specs

top level specs/feature specs

someone picks up the spec 
for implementation

TDD

strict deterministic hooks

experimental flow







further reading

specdoc
go.josie.lol/specdoc

nm-devtools
go.josie.lol/nmdevtools

netfyr
go.josie.lol/netfyr



further shitposting



q&a
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Is disclosure useful if projects cannot 
reliably detect undisclosed AI use?



Should policies regulate the tool used, or just 
the quality and maintainability of the result?



Are local/open models meaningfully different 
from hosted proprietary services for 

contribution-policy purposes?



How should projects weigh 
environmental/resource costs against 
claimed productivity and accessibility 

benefits?



What enforcement is proportionate; 
disclosure, labels, CI checks, auto-closing 

contributions, contribution limits, or outright 
bans?



Can strict AI policies inadvertently 
disadvantage newcomers, non-native English 
speakers, accessibility use cases, or people 

using LLMs to learn?


